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Executive Summary

Go-Geo! (http://www.gogeo.ac.uk) is an online resource discovery tool which allows for the identification and retrieval of records describing the content, quality, condition and other characteristics of geospatial data that exist within UK tertiary education and beyond. The Go-Geo! portal supports geospatial searching by interactive map, grid co-ordinates and place name, as well as the more traditional topic or keyword forms of searching.

The Go-Geo! portal undertakes simultaneous searching across many resources by cross searching of a number of databases. A key feature is the ability for users to find other related resources, such as books, photographs, learning resources and articles, for their geographic area of interest. These resources are discovered by searching the JISC Information Environment and other online information services. The focus of the portal is therefore on ‘where’ a resource is about and less on the ‘what’ it is about, which is the focus of other JISC portals.

This phase of the Go-Geo! project included development of a ‘portlet’ which provided the following functions: a search page, a results page, a record page, and an ambiguous place names page, all of which offered the core functionality of the Go-Geo! discovery engine encapsulated inside a portlet structure. Development of the portlet during this phase was necessary to bring it to a state where it could be used by other portal developers as a public working service.

Another area of development work in this phase was the creation of a ‘virtual’ academic catalogue for GIgateway
. The Go-Geo! portal uses the GIgateway non-academic catalogues and catalogues within the academic sector as sources of metadata. Having allowed Go-Geo! to cross-search the GIgateway catalogues for over two years, thus providing a critical mass of geospatial metadata for Go-Geo!, AGI
 expressed a desire for the academic metadata records contained in Go-Geo! to be made available for cross-searching by the GIgateway service. AGI were keen for the establishment of an academic ‘node’ in the GIgateway network, through which the wider GI community in the UK could become aware of what datasets have been created and/or are curated by researchers in UK academia. Integrating an academic geospatial metadata catalogue into the GIgateway network would mean that geospatial data produced within UK academia could be visible more widely to, for example, civil servants, local government officers, environmental researchers, etc.
A third area of work done in this phase was the writing of a report covering the potential application of ‘grid’ technologies to the Go-Geo! project. The report investigates the feasibility of extending the Go-Geo! portal to becoming a grid portal for GI sciences, and outlines a roadmap which might establish this. It focuses upon identifying the current state and functionality of related standards and tools, and identifies major steps to be included in the development agenda, including research required and some technical development tasks. It proposes a potential architecture as a first phase goal of the achievement of a ‘grid-enabled’ Go-Geo!. The intention would be for the Go-Geo! portal to move beyond telling users where they can find data, to permit interaction, integration and visualisation of retrieved and derived data. 
Background

Go-Geo! (http://www.gogeo.ac.uk) is an online resource discovery tool (also referred to as a portal) which allows for the identification and retrieval of records describing the content, quality, condition and other characteristics of geospatial data that exist within UK tertiary education and beyond. Geospatial data are any data with geographic references, for example, Ordnance Survey national grid references, postal addresses, place names or the names of administrative areas. The Go-Geo! portal supports geospatial searching by interactive map, grid co-ordinates and place name, as well as the more traditional topic or keyword forms of searching.

Using Z39.50, the portal undertakes simultaneous searching across many resources by cross searching of a number of databases, including GIgateway, and its metadata catalogues. A key feature is the ability for users to find other related resources, such as books, photographs, learning resources and articles, for their geographic area of interest. These resources are discovered by searching the JISC Information Environment and other online information services. The focus of the portal is therefore on ‘where’ a resource is about and less on the ‘what’ it is about, which is the focus of other JISC portals.

To date there have been three phases in the development of Go-Geo!, all funded by the JISC.  Phase 1 (August 2000 - June 2001) was a scoping study and investigated the demand for and the issues surrounding the establishment of a resource discovery tool for geospatial data for UK academia. Phase 2 (May 2002 - June 2003) had the objective of developing a geospatial data portal demonstrator, which might be extended to full service and integrated into the JISC Information Environment. Phase 3 (August 2003 – July 2004), had the twin aims of developing the portal to a point where it was suitable for roll out as a full service and trialling it with the user community.  Go-Geo! has been a cooperative effort between the EDINA National Data Centre, University of Edinburgh, and the UK Data Archive, University of Essex. 
In this current phase (4a) of the Go-Geo! project (September 2004 – December 2004), three distinct areas of work were defined, and descriptions of them follow. Each of these areas of work corresponded to a work package in the project plan. The rest of this project report defines methodology, implementation, outputs and results, outcomes, conclusions, and implications/issues arising for the first two of these areas in turn. The third area of work, the grid report, is listed in an appendix at the end this project report. Recommendations from all areas of work are also made.
Portlets

In the phase 3 project, a prototype portlet was developed, called ‘Geo-Locator’. The portlet was built using the OASIS Web Services for Remote Portlets (WSRP) specification (http://www.oasis-open.org/committees/tc_home.php?wg_abbrev=wsrp). This standard proposes a format that allows a remote portlet web service to send HTML directly to a hosting portal so that it can be included directly into the source HTML of a portal web page. The underlying idea is to make the use of web services more convenient for web portals by taking out the time consuming process of handling XML themselves.
The Geo-Locator prototype portlet provided the following functions: a search page, a results page, a record page, and an ambiguous place names page, all of which offered the core functionality of the Go-Geo! discovery engine encapsulated inside a portlet structure. The portlet was implemented in the Perl language, like a majority of the development work done in the Go-Geo! project, and used the SOAP protocol and XML to allow a remote client to communicate with the Go-Geo! metadata database. The portlet was demonstrated internally to the project using the OracleAS Portal Verification Service (http://portalstandards.oracle.com), an online portal/portlet testing environment.

Further development of this prototype was necessary during phase 4a to bring it to a state where it could be used by other portal developers as a public working service.

Virtual metadata catalogue for the AGI GIgateway network
The Go-Geo! portal uses the GIgateway non-academic catalogues and other catalogues within the academic sector as sources of metadata. Having allowed Go-Geo! to cross-search the GIgateway catalogues for over two years, thus providing a critical mass of geospatial metadata for Go-Geo!, AGI expressed a desire for the academic metadata records contained in Go-Geo! to be made available for cross-searching by the GIgateway service. AGI were keen for the establishment of an academic ‘node’ in the GIgateway network, through which the wider GI community in the UK could become aware of what datasets have been created and/or are curated by researchers in UK academia.
Integrating an academic geospatial metadata catalogue into the GIgateway network would mean that geospatial data produced within UK academia could be visible more widely to, for example, civil servants, local government officers, environmental researchers, etc. It might be possible for such individuals to get access to these datasets although licence conditions may restrict some datasets to academic use only.

It was decided to develop a Go-Geo! Virtual Academic Catalogue (GVAC), which would act as this academic node in the GIgateway network. It would contain metadata records from Edina, AHDS Archaeology Data Service (ADS), AHDS History Data Service (HDS), UK Data Archive (UKDA)
 and MIMAS, from whom agreement would need to be obtained for this.

Grid technologies investigation
In the final report of the Go-Geo! phase 2 project (May 2002 – June 2003), it was noted that, having found a geospatial dataset that seems to meet their requirements, a user needs to be able to gain access to that data. A variety of ways exist for the user to gain access to the data.

· There is a link within the metadata record to an ordering service.

· The user is taken to the data via a link to some on-line service. The service may just provide a data extraction function or it may provide clients through which the data can be used. Digimap is an example of this type of access. 

· The user may be directed to a repository from which the data can be extracted and downloaded to the users desktop. 

· Finally, the user may be able to automatically ‘mine’ the data from a remote, online data source with the data delivered to some type of web client where it can visualised and possibly analysed.
The emergence of spatial data interchange and map serving standards means the online integration of distributed spatial data becomes possible. The growing acceptance of XML-based open standards for spatial data representation, exchange, rendering, metadata and geoprocessing service capability descriptions (GML, SVG, etc.), map and data servers based on the OGC WMS and WFS specifications, and the utilisation of WSDL/SOAP protocols, make it possible to seamlessly query multiple heterogeneous spatial data servers in a standard platform- and vendor-neutral manner. Moreover, the convergence of grid and web services in the emerging Open Grid Services Architecture (OGSA) is opening new horizons for building standards-based data federation and computation upon a grid infrastructure. The benefits that a grid-based architecture can bring include:
· Technical solutions to enable resource sharing and high volume date transfer.

· The ability to integrate remotely held data, with authentication and authorisation, to allow desktop processing.

· The potential use of geoprocessing services to add value to GI datasets by means of compute and data-intensive operations performed on grid resources.

· The ability to support collaborative use of both derived and initial datasets
It is the case however, that users need to have some conduit to these services. Specifically, they need to be able to find data, locate services, launch, configure and control remote grid-based services, with the exchange of data between services. Using a portlet framework’s user interface, each service can have its own interface, a portlet, to an underlying service. Users can select the portlets they require for a particular job to create a workflow and customise the portlet workspace. 

With this new and developing set of methodologies in mind, an investigation was required into the potential of this for the future of the Go-Geo! portal. Specifically, a report was to be produced which would investigate the feasibility of extending the Go-Geo! portal to becoming a grid portal for GI sciences, and outline a roadmap which might establish this. It would focus upon identifying the current state and functionality of related standards and tools, and identify major steps to be included in the development agenda.
The intention would be for the portal to move beyond telling users where they can find data, to permit interaction, integration and visualisation of retrieved and derived data. 
Aims and Objectives

The aim of the Phase 4a project was:

· To undertake development of the Go-Geo! service in order to promote (1) the possibilities of a fully functioning service to potential users and (2) how the metadata contained within it can be exposed through third party services

The key objectives were to:

· Develop a standards-compliant portlet encapsulating the metadata searching functionality of the Go-Geo! service, for use in other portal frameworks. 

· Make the academic metadata records contained in the Go-Geo! database available for searching as part of an academic node in the GIgateway network.
· Investigate the potential of extending the Go-Geo! portal to becoming a grid portal for GI sciences.
· Continue to engage with the various stakeholders regarding their needs and to promote the possibilities of the various aspects of the service through demonstrations at conferences and general awareness raising etc.
· Continue to develop relationships with relevant initiatives in geospatial searching.

Portlets

Methodology
As part of phase 3 of Go-Geo!, a basic prototype ‘portlet’ was developed. The idea behind this portlet was to encapsulate the functionality of the Go-Geo! search engine in a form which could be easily transplanted into other websites, so that metadata records held in Go-Geo! would have multiple remote access points across UK academic web sites. This idea was inspired by the RDN-Include service, and has been referred to in previous project reports as the Go-Geo! Geo-Locator. 

The idea of the Geo-Locator was developed before global portlet specifications, but when these were sufficiently mature it was decided that they would provide the ideal framework for the Geo-Locator. The perspective that the Go-Geo! project took with portlets were that they were simply a type of web service that provided a standardised HTML response instead of XML, to allow straightforward presentation of the portlet content on a host webpage.
Deciding to use portlet technology had several ramifications for the usability of Geo-Locator. The advantage of portlet technology is that it allows a website to embed or ‘plug in’ functionality provided by remote portlet servers in a quick and easy fashion (in theory). It also meant however that a website which used Geo-Locator had to be using portal framework software which conformed to one of the current portlet specifications. There are two of these, JSR 168 and WSRP. It was decided that WSRP suited the needs of Go-Geo! better, being a platform neutral standard. 
The Geo-Locator WSRP portlet is somewhat unique in that it was developed entirely in Perl starting from the WSRP specification. As far as the Go-Geo! technical staff are aware, there has been no other attempt to achieve this, as the majority of programming in this area appears to be in Java.  

One of the targets of this phase of Geo-Locator development was to test the compatibility of the Geo-Locator portlet with uPortal, a portal server software package which is fairly widely used in UK academia. This compatibility would be assessed using a documented test procedure that would test state changes, and rendering of the portal for typical user scenarios.
Design and development work was to be undertaken to improve the visual presentation of the Geo-Locator portlet and investigate how to allow individual customization of presentation by any portal frameworks (such as uPortal) using the portlet.
The security of the portlet service also required to be improved, specifically to include more secure input validations to make it suitable for public trial or use.  An investigation was also required into procedures for restricting access to the portlet for registered portals only. 
It was also planned to implement the service registration interface of the WSRP specification in the Geo-Locator portlet to help portals register their interest in using Go-Geo!, and to identify any relevant UDDI registries in which publication of the portlet WSDL file would aid discovery of the Go-Geo! portlet service.
Implementation
The work consisted of a single work package detailed in the project plan for phase 4a. The technical development work was done by a software engineer under contract to Edina.

The key for developing the Geo-Locator WSRP portlet was to separate the application into two parts: rendering and state interactions. ‘Rendering’ is the process of outputting HTML to be drawn on the screen, and ‘state interactions’' are changes to the internal state of the portlet. For example, changing from the search page of a portlet to the results page represents a change of state.

The following application states were identified:
1. Search page

2. Placenames page

3. Results page

4. Record page

The following state changes were identified:
A) 1. Search page -> 2. Placenames page if the placename is not recognised, or is ambiguous.

B) 1. Search page -> 3. Results page if the placename is recognised.
C) 2. Placenames page -> 2. Placenames page if the placename is still not recognised or is still ambiguous after user input.
D) 2. Placenames page -> 3. Results page if the placename is recognised after disambiguation by a user.
E) 3. Results page can act like a new search page, so it can go to -> 2. Placenames page, or to -> 3. Results page again.

F) 3. Results page -> 4. Record page if a record is selected.

G) 4. Record page -> 3. Results page if the user clicks the ‘back to results’ link.

As for rendering, at the beginning of the portlet work in this phase the portlet was in a developmental state that lacked sufficient presentation for a basic trial or public deployment and usage. The metadata record output needed to be converted into a presentable format instead of the raw XML that was initially used in the prototype portlet. This necessitated parsing of the different XML data formats and presenting them in a consistent way. Next, the HTML needed to be fully described in the CSS syntax that is defined in the WSRP specification. Then there were a number of simple presentational improvements, and the introduction of a capability to allow the potential presentation of the portlet in different “window states” such as minimized and maximized.
A CSS file was made available, to work along with the Geo-Locator portlet. The purpose of this was to allow portals to manipulate presentation of the portlet in a simple way. 
WSRP portlets are primarily intended to minimise time spent on presentation, and portal developers wishing for full presentational control over web services should look to use basic XML web services instead. Nevertheless, there are additional options in the WSRP specification for modifying portlets' presentation on different portals. These are made available through the WSRP functions ‘clonePortlet’, ‘setPortletProperties’ and ‘destroyPortlets’. The idea is that a number of arbitrary properties determined by the portlet (‘producer’) can be modified by the portal through an interface on the WSRP portal (‘consumer’) software. The portlet presented by the portal will be a copy or ‘clone’ of the original portlet, but will have slightly different properties that affect its presentation. In fact, in the WSRP specification an arguably confusing distinction is made between ‘producers’ and ‘portlets’ because of this potential to generate a number of slightly different presentations, or ‘portlets’, from one producer. The Geo-Locator producer/portlet does not currently include this capability, but it would be a feasible addition. 
Examples of presentational properties that might be useful to look at for the Geo-Locator portlet in the future include modifying the logo size or removing it entirely, and remaining in a minimal window state at all times rather than requesting all the screen real-estate on which to display search results. 

Security considerations were dealt with by writing input validations to minimise the risk of so-called ‘cross-site scripting’ attacks, SQL injection, and other typical security problems. Web services introduce other, less familiar, problems however, so some time was spent investigating other weaknesses that might be exploited in a public web service. Of particular concern was an article on a computer cracking site (http://www.phrack.org/show.php?p=58&a=9) that highlighted a potential weakness in the Perl module that was being used for the SOAP server that forms the base of the Geo-Locator WSRP portlet. The author suggested similar weaknesses in Java and PHP implementations might also exist. The article covered security flaws in the SOAP::Lite (version 0.51) Perl module and provided an example of an attacker using the flexibility of the module to call a function that should not have been publicly exposed, and exploit a weakness in that function to read the password file on the server. Fortunately, the current version of the module (0.60a) appears to have fixed this issue by offering, among other techniques, ‘static linking’ to restrict public access to a fixed set of functions from the SOAP client.

An investigation was also made into procedures for restricting access to the Geo-Locator portlet for registered portals only. Access restrictions are not currently part of the WSRP version 1.0 specification and are left to user implementations. They make sense to implement for certain types of portlet, although for a search engine/portal web site such as Go-Geo! that is providing public information only it could well be more trouble than it is worth. It was decided that the simplest option would probably be ‘basic authentication’, and the more secure option would be to use SSL and certificates. To implement this with a Perl SOAP::Lite server, the manual recommends using SSL Certificate Authentication. To get certificate authentication working three environment variables need to be set: HTTPS_CERT_FILE, HTTPS_KEY_FILE and optionally HTTPS_CERT_PASS. This can be done either through a command line or directly within a Perl script using the $ENV variable like this:

$ENV{HTTPS_CERT_FILE} = 'client-cert.pem';

$ENV{HTTPS_KEY_FILE}  = 'client-key.pem';

These settings are referenced by Crypt::SSLeay, the module SOAP::Lite uses for HTTPS support. Other options (e.g. CA peer verification) can be specified in a similar way. See Crypt::SSLeay documentation for more information.

A considerable amount of the time devoted to the development of the Geo-Locator portlet was taken up with the issue of ensuring compatibility with the uPortal portal server software. In documentation, uPortal claimed to support WSRP but the basic Geo-Locator prototype did not work with the version (2.3.3) of uPortal used previously to the current project phase.

The earlier incompatibility with uPortal was initially assumed to be a problem with an interpretation of the WSRP specification, but fortunately the OracleAS Portal Verification website was discovered, which provided an alternative testing environment for WSRP portlets. It was discovered that the Geo-Locator portlet worked perfectly in the Oracle portal, so there were doubts about uPortal's WSRP implementation.  

Announcements of WSRP compatibility had been carried across several different versions of uPortal, but it appeared that the announcements were premature, and uPortal remained incompatible with the specification. The specific area that broke the Geo-Locator portlet was ‘url-rewriting’ which is necessary in portlet HTML to ensure that hyperlinks refer to the portal when clicked by users' web browsers, but still affect changes in the portlet. The earlier versions of uPortal appeared not to implement this at all.

It turned out that there had been a configuration error in the uPortal settings used by the Go-Geo! technical developers to test the Geo-Locator portlet. The suggested default timeout value for WSRP services was not changed and the error message that continued to be received was a somewhat opaque ‘channel failed to render’ error, which did not suggest a timeout issue was involved.  Fortunately a website was found that suggested modifying this value, and this finally achieved a successful rendering of the Geo-Locator portlet's opening page.

Fortunately version 2.4.1 of uPortal did implement url-rewriting, but unfortunately it still appeared not to properly follow the specification. It only implemented ‘consumer url-rewriting’ rather than ‘producer url-rewriting’, and did not properly url-decode the individual parameters in the URL.  However it was possible to work around these remaining issues satisfactorily to achieve compatibility.

Once the compatibility issues with portal server software were sorted out, attention turned to using documented test procedures to test the Geo-Locator portlet state changes and rendering for typical user scenarios.
There were a number of different potential user scenarios that were useful for this testing:  
1. Placename not found

2. Search not found

3. Ambiguous placename 
4. Unique placename 
5. Empty placename 
6. Empty search  
7. Test different search pages
8. Test different records

9. Test the link back from the records page
A suite of procedures was drawn up to test all these possible scenarios. These are listed below, with the parameters used, and the scenarios tested:
1. Placename: ‘Timbuktu’, Search: [anything]; tested: 1.
2. Placename: ‘Aberdeen’, Search: ‘wsrp compatibility’; tested: 2,4.
3. Placename: ‘Cambridge’, Search: [blank]; tested: 3, 6; 
4. Click on results 491-500; tested: 7; -> click on a record -> click on the link back to records page; tested: 8; -> click on another record; tested: 9.
5. Placename: [blank], Search: ‘air pollution’ -> placename: London; tested: 3.

The next aspect of the Geo-Locator portlet development that needed addressing was a WSRP service registration interface, to ease the task of portals seeking to use the portlet.

It was assumed that registration might make it easier to form a relationship between a portal/consumer and a portlet/producer by automating and formalizing registration. However, after investigating registration in more detail, it seemed to fall somewhere between two purposes. On the one hand automated registration appeared to promise some guarantee of the identity of the registering portal, but this was not in fact guaranteed unless outside means were employed, which appeared to defeat the need for an automated process. On the other hand registration appeared to offer the possibility of restricting access to registered portals only, except this proved quite superficial, because the use of a registration handle does not guarantee authentication nor restrict access.  Another portal could use the same registration handle successfully without being noticed unless independent means such as SSL were installed - which can achieve the same thing without the registration. Furthermore registration is not a required part of the specification, so by requiring it a portlet only achieves the reduction of the number of portals that can use the portlet as a certain number of portal projects will not have implemented registration.

It is likely, however that these limitations may be addressed in the next version of the WSRP specification, and registration as it stands provides at least a half-way solution for a non-mission critical service like the Go-Geo! portal search service. Consequently, registration functions have been added to the portlet Geo-Locator code, in case they should be needed, but they are not currently enabled. 

The functionality of registration in the Geo-Locator portlet in summary is as follows: the registering portal is automatically provided with a registration handle by the register function. The portal will then input the registration handle in all further calls to the portlet.  If a registration handle that is later input to the portlet is not recognised, the portlet returns an ‘invalid registration’ error, effectively denying access to the portal.

Service publication was then investigated. This would enable developers of portals to find the technical requirements needed to add the Geo-Locator portlet to their portal Web site. It was decided that this would take the form of a web page of instructions and an investigation into publishing the Geo-Locator portlet's details in the form of a WSDL file to a UDDI registry.

In theory a UDDI registry would be a place for portals to investigate the availability of publicly available web services such as portlets. It was discovered that there are a few general purpose public registries that are currently run, such as those maintained by IBM, Microsoft, NTT, and SAP. There is also the WeSC UDDI registry run by the Welsh e-Science centre at Cardiff University, which would be directly relevant should the Go-Geo! service ever offer a grid-enabled portlet.

It was discovered that publishing to UDDI registries currently appears to be an awkward process, and it was not possible to find a simple and free web interface dedicated to this task. An alternative method was proposed in the form of developing a programming interface such as the UDDI::Lite Perl module, in order to achieve this. 

Finally, trialling the Geo-Locator portlet with at least one institutional portal was investigated. Hull University expressed interest in trialling the portlet as part of the CREE project. This is currently being organised and may run beyond the project time table, as predicted in the original plan.

Outputs and Results/Outcomes

Detailed technical documentation describing the process of developing and implementing a WSRP- compatible portlet has been written. This documentation covers the Geo-Locator portlet working with the Oracle AS portal interoperability web site and also the creation of a Geo-Locator portlet WSDL file which allows other portal server software, such as the Oracle AS portal software, to automatically install the Geo-Locator portlet. The documentation is available at:

http://www.gogeo.ac.uk/PortletInfo.html.
The Geo-Locator portlet is now compatible with the latest version of uPortal (2.4.1). It is not compatible with earlier versions of uPortal. Because uPortal 2.4.1 itself makes use of the Apache WSRP4J project, this should be another portal system that is compatible with the Geo-Locator portlet.
The Geo-Locator portlet service publication details that were developed, which focus on adding the portlet to an installation of the uPortal portal server, were listed as a set of instructions and are available at: http://www.gogeo.ac.uk/search/uddi/howto_gogeo.pl. 
Conclusions/Implications/Issues Arising

One outcome of the service publishing investigation was the finding that if portal server software such as uPortal provided an interface to query UDDI registries and discover portlets, it would increase the importance of publishing to such registries. Without this direct interface, however, it is questionable how many portal maintainers would go to the trouble of querying UDDI registries for portlets. The key to wider UDDI adoption would appear to be better integration with existing software and simpler interfaces that offer, for example, web-based publication.

There is currently no public Perl CPAN module for WSRP, but the modules developed for the Geo-Locator portlet could fairly easily be adapted for generic use in other portlets.

There is one widespread misconception about portlets that took some research to dispel. Portlets are popularly associated with applications that use only small portions of the screen, such as weather forecast boxes. However, the WSRP specification portlets can just as easily use more screen real-estate. For example a search engine portlet can begin with a small search box on a shared page with other portlets, and then once clicked, provide an exclusive page of search results taking up the entire screen.

The WSRP portlet specification holds much promise, but the experience of developing the Geo-Locator portlet has led the Go-Geo! project technical staff to the conclusion that perhaps it demands too much of implementers, and requires and in-depth technical knowledge of SOAP, XML/RPC, HTML and CSS. The specification is not easy to read and does not contain straightforward examples. On the plus side, the specification is platform independent.
Virtual metadata catalogue for the AGI GIgateway network

Methodology

For a couple of years, the Go-Geo! portal has included as search targets metadata data nodes from the GIgateway (formerly NGDF) node collection. These include governmental nodes as well as nodes from establishments like the Ordnance Survey and the British Geological Survey. These nodes have supplied metadata records to the Go-Geo! portal throughout its development and provided a 'critical' mass of metadata records to enable the portal to provide a useful service to users in its initial phase, whilst metadata records from academic nodes were thin on the ground.

In the past year or so, academic records have become available, specifically from AHDS History, AHDS ADS (Archaeology Data Service), MIMAS and Edina. These records currently reside in 3 separate collections in 3 record nodes (MIMAS and Edina records are in one catalogue) and now appear as search targets in the Go-Geo! portal alongside the 9 GIgateway nodes. 

To make the arrangement between GIgateway and Go-Geo! reciprocal, it was proposed that these academic metadata records be offered to the GIgateway Data Locator as search targets, thus making a proposed 2-way geospatially-orientated metadata connection of the UK academic and non-academic domains a reality.

It was decided to combine the 3 existing academic metadata nodes and expose them as a single Edina-based Z39.50 node to the GIgateway Data Locator. This node would be 'virtual' in the sense that it would harvest records from the 3 remote Z39.50 nodes and then store them locally in a database with a Z39.50 interface. This single interface would be how the GIgateway Data Locator discovered records from the 3 academic metadata sources.


Because the records from the 3 academic nodes each used different metadata formats it was necessary to use standard mappings to harmonise the metadata so that all the records appeared in the GIgateway Data Locator as records formatted using the GIgateway (formerly NGDF) metadata standard.

Implementation

The work consisted of a single work package detailed in the project plan for phase 4a. The technical development work was done by a software engineer at Edina.
To build the Go-Geo! Virtual Academic Catalogue (GVAC) a Z39.50 server was developed using the Perl Net::Z3950::SimpleServer module. 

This Z39.50 server provided an interface to a local MySQL database holding all the Go-Geo! metadata catalogue records, accessing only the subset of records that come from academic nodes (AHDS History, AHDS ADS, and MIMAS/Edina). This database periodically harvests metadata from the original remote source nodes. During the development process of GVAC it was necessary to update the harvesting code to support the new AHDS ADS records which were in a different metadata format than those already harvested.
It was hoped that during this phase of development metadata records from the UKDA (UK Data Archive) catalogue would also become available, but as of the time of reporting this report the catalogue is still not publicly available.

This Z39.50 server then became a ‘target’ node for the GIgateway Data Locator (which is a Z39.50 client). GIgateway thus saw GVAC as single node, but the node actually consisted of records harvested from multiple nodes - hence the term 'virtual'.
The Z39.50 server had to support in an interoperable fashion all the elements that the GIgateway Data Locator uses for searching, such as dates and coordinates, with modifiers (i.e. less than, before etc). Support for the standard Bib-1 and GEO profiles was implemented in the code to ensure this.

Z39.50 searches and record fetches sent to GVAC retrieve result sets and records using metadata held within the Go-Geo! database.
Some work was needed to modify the GVAC response to AHDS History record fetch requests. These records needed to be converted from their original DDI XML metadata format to the FGDC XML metadata format so that the GIgateway Data Locator could use them. This was done using a standard mapping.
The GIgateway Data Locator also required that GVAC offer support for 'Brief' and ‘Full’ format records corresponding to the requirement of the Z39.50 protocol, and this functionality was added to the GVAC Z39.50 server.
Agreements were obtained from representatives of AHDS History, AHDS ADS and MIMAS for their records to be made available to GIgateway, and then the GVAC Z39.50 server was added to the list of nodes in the GIgateway Data Locator. 

Testing of GVAC was carried out using the GIgateway website and found to achieve satisfactorily the aim of making academic metadata available to GIgateway.
Outputs and Results/Outcomes
The primary output of this work is a new metadata node in the GIgateway Data Locator. This node, called the ‘GVAC UK Higher Education (via Edina)’ node, can be searched in the same way as the other GIgateway metadata nodes, and provides records in the same format (GIgateway) as the other nodes. The new node is also publicly available for any Z39.50 client to search.
Thus, a long-standing ambition of the Go-Geo! project has been achieved: a connection between the academic and non-academic UK geospatial metadata domains. Users going to the main site on the web for searching for non-academic geospatial data (the GIgateway website) can also now find academic data via GVAC, and users going to the main site on the web for searching for academic geospatial data (the Go-Geo! portal) can also now find non-academic data via the GIgateway nodes.

Conclusions/Implications/Issues Arising

A major hurdle in developing GVAC was the requirement to deal with several different metadata standards. Although GIgateway has the advantage that all its constituent nodes hold metadata in a single format (an extension of the US Federal Geographic Data Committee metadata standard), this is not the case with the academic nodes contributing metadata to Go-Geo!. In fact it would not be an exaggeration to say that there as many different formats as there are institutional metadata catalogues. To allow GVAC to provide standardised records to GIgateway, metadata from separate sources had to be made uniform which was a time-consuming task.
There was also an issue with the completeness and accuracy of metadata records; the GIgateway Data Locator allows searching of metadata by parameters such as date, placename and coordinates. However not all the academic metadata harvested by the Go-Geo! database holds information to support these types of searches, or else it holds data in non-standard formats. So developing workarounds to solve these issues took more time.  
However, despite these issues GVAC performs its intended task adequately and provides a publicly available interface for anyone wishing to search UK academic geospatial data collections. 
GRID technologies investigation

Implementation

The work consisted of a single work package detailed in the project plan for phase 4a. The work consisted of a written report. This was authored by a member of staff based at the National e-Science Centre, under contract to Edina.

The goal of the report was to explore the contribution that grid computing might make to enhance the service currently provided by the Go-Geo! portal (http://www.gogeo.ac.uk). The report considered the current Go-Geo! service functionality, the requirements for establishing a new generation of Go-Geo!, why grid computing might be appropriate for this, and the UK context in which this is proposed. 
The report proposed that any future developments to the Go-Geo! service should be integrated with the major UK developments in e-research and grid computing. It also proposed that developments by the OGC (Open Geospatial Consortium) and in Web Services should be taken into account as well.  

A first phase architecture was proposed in this report to enable the establishment of the ability for selected datasets to be discovered, accessed and then processed. 
An initial challenge identified by the report was the implementation of authentication and authorisation services. 

The report is attached at Appendix 2.
Recommendations

· Continue to trial the Geo-Locator portlet developed by the Go-Geo! team.

· Investigate ‘portalising’ other geo-spatial web services operated by EDINA, e.g. geoXwalk gazetteer searching and web map services.

· Funding for any future Go-Geo! service needs to include money for the maintenance of the Geo-Locator portlet.

· An assessment of the benefits of using grid technologies should be undertaken, using use cases.

· Initial development of the Go-Geo! portal should be undertaken to produce a simple demonstrator of the added functionality given by grid technologies. This should include the integration of OGC specifications, Web Services and OGSA-DAI grid architecture.
· Research into authentication and authorisation, and Digital Rights Management issues should be undertaken with the goal of incorporating these into a future functioning grid-enabled Go-Geo! portal.

References

Reports from previous phases of the Go-Geo! project are available from the project web site at http://go-geo.data-archive.ac.uk.
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1. Overview

The goal of this investigation is to explore the contribution that grid computing might make to enhance the service currently provided by the Go-Geo! portal (http://www.gogeo.ac.uk). This report details the findings of the investigation and considers in turn the current Go-Geo! service functionality, the requirements for establishing a new generation of Go-Geo!, why grid computing might be appropriate for this, and the UK context in which this is proposed. Aspects of this are then explored and explained before the first phase of an outline road-map is proposed.
The possibilities being explored are that not only should data be discovered via the Go-Geo! service but also that data should be accessed and processed (with value-added analysis). This latter functionality is sometimes referred to as ‘data fusion’. 

GI (Geographical Information) datasets reside in many organisations, and access to them is controlled in different ways. Easy and timely retrieval of the datasets is needed, without loss of this control. Furthermore the fusing of multiple datasets, and their integration with a wide range of analyses (including those of GI Systems, simulation modelling and spatial decision support systems) and with information from new generations of technology (such as mobile sensors and satellites) are all consistent with the need to support computation and data management in a flexible, distributed, secure architecture. Therefore the software and infrastructure of grid computing should be exploited, for these are the challenges that have driven the development of grid computing.

The convergence of GIS (Geographical Information Systems), and the Go-Geo! service with grid computing will create a new generation of technology for supporting collaborations that generate and use GI. The Go-Geo! service is in a position to contribute to this from its position as a single point of access for academic users of GI. 
This report proposes that any future developments to the Go-Geo! service should be integrated with the major UK developments in e-research and grid computing – the NGS (National Grid Service, http://www.ngs.ac.uk, see section A.4) especially. Developments by the OGC (Open Geospatial Consortium, http://www.opengeospatial.org, see section 3.1.3.1) should be taken into account as well.  

A first phase development is proposed in this report to establish the ability for selected fundamental GI datasets (e.g. UKBORDERS, http://www.edina.ac.uk/ukborders) to be accessed and then processed using the NGS. The effect of this would be to allow demonstrators of grid-enabled GI processing to be developed, to stimulate both a broadening range of academic communities to exploit this technology, and to encourage and adopt in future the research and development required by longer-term goals. These goals could include capabilities for collaborative, distributed, high performance computation and data management with improved exploitation of GI datasets that would enhance many domains of academic research, and indeed spatial decision support in public services.
It should be stressed that much of the content of this report is exploratory in nature. It is widely understood that Grid and web services are currently undergoing convergence. Consequently, many of the specifications and technology standards are in a state of flux. Due to this, too much investment in a particular area in the short term may prove limiting in the longer term.

2. The current Go-Geo! service

Go-Geo! currently provides a single point of access to metadata about geospatial datasets from multiple sources. It presents that material in a format that allows comparison and evaluation. 
The Go-Geo! dataset discovery service uses a locally-held list of Z39.50 servers (or nodes) that are used as sources of metadata. The metadata records are contained in catalogues, maintained by organisations remote to the Go-Geo! service such as the British Geological Survey and the Ordnance Survey, and the list acts as a directory of these catalogue services. It contains IP addresses, database names and port numbers for all the metadata record catalogues. Information about what metadata schema is used, and what search parameters are supported by the catalogues is also held.

A user can select which particular catalogue to query to discover metadata about available datasets. Once information about a dataset is discovered using a particular metadata record, a user may wish to obtain access to the datasets. The methods that can currently be used include:

1. The retrieved metadata record includes the postal address from which the described data can be requested. The user can then obtain access to the dataset by contacting relevant staff at this address. 

2. The retrieved metadata record includes the URL of an order form on a web site; the user would complete this to request access to the dataset. This data could then be sent on a CD by post, or as an attachment via email, or as a password-enabled FTP download.
3. The user is taken to the data via a link to some on-line service. The service may just provide a data extraction function or it may provide clients through which the data can be used.  Digimap is an example of this type of access. 

4. The user may be directed to a repository from which the data can be extracted and downloaded to the users desktop. 

5. Finally, the user may be able to automatically access data from a remote, online data source with the data delivered to some type of web client where it can visualised and possibly analysed. 

A preliminary investigation of mechanism 4 was undertaken in the Go-Geo! phase 3 project. The use of grid technology to assist with the direct access to data is the main subject of this report.

3. Grid-enabling the Go-Geo! service

3.1 Requirements
It is clear that the benefits of grid-enabling the Go-Geo! service include:
· Technical solutions to enable resource sharing and high volume date transfer.

· Technical solutions to assist with integrating remotely held data, with authentication and authorisation, to allow desktop processing.

· Technical solutions to assist with the establishment of geoprocessing services to add value to GI datasets by means of compute and data-intensive operations.
· The ability to support collaborative use of both derived and initial datasets.  

What are the requirements for a future Go-Geo! service? In particular, what would a ‘grid-enabled’ Go-Geo! look like? 
A potential use-case scenario that may serve to illustrate what sort of things would be required follows: a social scientist seeking to identify some social trend might use a Grid enabled Go-Geo! portal to discover the GI data and geocomputation services required in their workflow (a grid workflow is an automation of a grid process, in whole or part, during which documents, information or data are passed from one grid service to another for action, according to a set of procedural rules).  Furthermore, an enhanced Go-Geo! would act as a one stop shop and provide the capability to set up and run the workflow.
Establishing this generically useful capability to register, discover and orchestrate the use of GI datasets will entail building developments in several currently overlapping domains:
· Digital data access and analysis; DRM (Digital Rights Management) and authentication and authorisation frameworks.
· Web Services.

· GIS standards e.g. OGC specifications.
· Grid technologies.
· Information infrastructures; the JISC IE, the UK e-science programme and SDIs (Spatial Data Infrastructures). 

These are considered in turn, firstly with a view to summarising the state of play and in so doing to introduce concepts, and then to identify the initiatives most relevant to this report. The report then seeks to investigate technical issues that remain to be addressed to support the proposed pattern of future Go-Geo! use: some require fairly clear-cut development, others entail significant research.

3.1.1 Digital data access and analysis

The Go-Geo service must be able to go beyond the current ability to discover GI data through metadata catalogues, and access the datasets themselves. Methods by which this might be achieved could include:

· The retrieved metadata record includes a URL which enables direct web access to the dataset. This may exist behind an authentication and authorisation barrier of some description. The dataset is returned as a file via the user’s browser to their desktop. The data comprising the dataset might be text or images, or it might be provided in file formats that conform to either de-facto standards (e.g. those defined by and commonly used in GIS) or the standards agreed by the OGC and the ISO (International Organization for Standardization, http://www.iso.org).

· Applications which allow the user to interact with one or more grid or web services. For example, an application which allows the user to access, and view the results from, a geocomputation service. Or a desktop client which renders data streamed from an OGC WFS (Web Feature Service) server.

For these access methods to work, the Go-Geo! service needs to address DRM and authentication and authorisation issues. 

Post-access analysis and visualisation of digital GI data is vital across many research and policy-supporting communities. With this in mind, the Go-Geo! service could also in future:

· Allow transformation of data from the data models or projections in which a dataset might be held into that in which desktop analysis (e.g. geoprocessing, data fusion) requires.

· Integrate multiple datasets to provide ‘virtual’ GI data services.    

3.1.2 Web Services

The functionality of the Go-Geo! dataset discovery service occupies territory similar to the first two stages of the ‘publish-discover-bind’ pattern supported by the protocols and methods of Web Services (WS) and emerging GIS standards. In this report ‘Web Services’ refer to loosely coupled software components, accessible by software interfaces based on XML, these interfaces typically being published in a UDDI registry, described in WSDL, and  invoked using SOAP (see http://www.w3.org/2002/ws/) . 

A future Go-Geo! service can be envisaged in which all three elements of the ‘publish-discover-bind’ Service Oriented Architecture (SOA) are incorporated:

· Publish: service providers (of data or geocomputation) publish metadata about the service in a registry.

· Discover: Go-Geo! receives a search request, from either a software client or from a user via a portal, interrogates a registry, and (by intelligence built into Go-Geo! or by a dialogue with the user) determines the ‘best’ data source. Note that this might be a virtual data service, where the required data are derived by integrating other datasets.

· Bind: Go-Geo! (optionally) initiates the transfer of data to either the requesting client software or to a ‘third-party’ node, i.e. a computer other than those that hold the data, which is directly accessed by the end-user, and on which geocomputation will take place, to (for example) integrate multiple datasets.

Several specific challenges make ‘classical’ WS inadequate for establishing this functionality:

· Data are held in many places, under various authorisation schemes – Athens being the most common in the UK academic community. 

· Datasets are large and numerous, and proliferating, due to (for example) sensor technologies (both environmental and remotely sensed), national mapping agency initiatives, and simulation modelling.

· An additional complicating factor is that the most widely used distributed computing GI industry standards (excluding de facto standards), i.e. those developed by the OGC (Web Map Service, Web Feature Service, Web Coverage Service), predate Web Services and use a different approach from the Web Service community. Much work has however taken place to resolve these differences and OGC services can be accessed using mainstream Web Service extensions.

Note that the ‘Demonstrating Interoperability within the JISC Information Environment’ project (http://edina.ac.uk/projects/interoperability/) is currently developing demonstrators of OGC-based web services and the standard OGC approach to the ‘binding’ of data. Other outcomes from this project may affect aspects of the issues covered elsewhere in this report. 
3.1.3 GIS standards

The Go-Geo! service needs further development in implementing open GI standards. This will help advances in the technology, make the service future proof, and allow the UK academic sector to engage more fully with the various national and international Spatial Data Infrastructure (SDI) initiatives (see section 3.1.5.3).
The OGC and ISO have made significant progress in establishing standards for the representation and use of GI data. Of the many complementary standards, the two most relevant to this report are:

· The OGC GML (Geography Markup Language) specification for the representation of GI datasets in which geographical features are encoded in an XML grammar.

· The OGC Catalogue Services Specification, which defines a framework for accessing digital catalogues of metadata describing GI data and resources. The catalogues can describe services as well. A catalogue of services is referred to as a registry in the context of grid technologies.  

Both the GML and the OGC Catalogue Services specifications illustrate a general aspect of these standards: they are abstract, and need to be implemented in specific schema and profiles respectively before they are usable in application domains.  

The OGC Catalogue Services Specification is outlined here, as this is relevant to the ‘publish’ and ‘discover’ SOA aspects of the proposed development of the Go-Geo! service.

3.1.3.1 OGC catalogue services 
Version 1 of the OGC Catalogue Services Specification was first published in 1999 and there are a number of operational systems in use internationally. It is now superceded by version 2. Version 1 has a general model and supports protocol bindings for OLE DB (low-level proprietary Microsoft API), CORBA (Common Object Request Broker Architecture) and Z39.50. It contains definitions for the mandatory functions of search and retrieval, and for optional functions such as result ordering. Z39.50 messages are transformed into XML-based messages for easier implementation. 
Version 2 of the OGC Catalogue Services Specification was published in 2004 and includes two significant developments. The first is the addition of an HTTP ‘web’ protocol binding (Catalogue Services for the Web or CS-W) to complement the bindings in version 1. The second is the creation of a new class of OGC documents called Catalogue Application Profiles (CAPs). The latter is structured according to the ISO 19106 specification and is intended to provide the means to create consistent sets of simplified profiles to make real world usage easier and more stable, thus promoting semantic interoperability. Under the OGC Interoperability Program a reference implementation of CS-W has been created and two CAPs have been created (these currently have discussion paper status):

· The ebRIM (ISO/TS 15000-3) profile of CS-W. This is also known as the Web Registry Service (WRS) profile, as its primary focus is on the means of registering OGC web services. It is also intended to provide a flexible, general purpose catalogue, regardless of the type of resources and the content of the metadata. The WRS information model, i.e. the schema defining how metadata is organised within the catalogue, is based on the ebXML Registry Information Model (ebRIM).

· An ISO 19115/19119 profile of CS-W has been created via the OGC Interoperability Program. The ISO information model used is more specifically oriented towards geospatial data than ebRIM and encompasses both metadata describing datasets (ISO 19115) and metadata describing services (ISO 19119).  
3.1.4 Grid technologies

To develop the Go-Geo! service to allow it to fulfil the requirements already discussed, approaches are needed that can allow collaborative use and integration of GI datasets. These approaches must achieve this despite organisational boundaries. GI data providers will continue to find it necessary to maintain control of authorisation to use the data. If this control can be maintained then the data could be made accessible through software services that can manage large data volumes and intensive requirements for computation. These requirements are above and beyond those available in common GIS applications, but match the goals of grid computing.

A grid enables the sharing of resources (data, computation, networking, people and their expertise) across organisational boundaries, without centralised control or prior assumption of trust. This is accomplished by using software termed ‘middleware’, for authentication (who is trying to use a resource, such as a computer), authorisation (what are they allowed to do), and message passing with integrity checks (communication between distributed resources occurs via the Internet in an insecure fashion). 

Upon this foundation are built services for running programs, storing and accessing data, information services (to describe the resources on the grid) and logging of activity. Applications for a user community are then built upon this generic middleware. 

The current status of grid technology is discussed in more extensive detail in annex A.

3.1.5 Information infrastructures

The goal of supporting the UK academic community in its use of GI requires that the Go-Geo! service continues to be integrated with initiatives developed in three areas:

· The UK e-science programme and grids. 

· The JISC IE (Information Environment).

· Global and regional SDIs (Spatial Data Infrastructures).

3.1.5.1 The UK e-science programme

The vision of the UK e-science programme (see http://www.nesc.ac.uk/nesc/define.html) is of a common e-infrastructure (see figure 1) in which resources of storage and computation are connected by high bandwidth networks. ‘Middleware’ in each of these resources allows the creation of virtual computing environments that cross organisational boundaries, and this in turn enables collaborative research (e-science or more accurately, e-research), engineering, and public services. This is the ‘grid’.

Major organisational effort, as well as technological expertise, is needed to provide the networking, the management of resources on each site, and the support of users of this e-infrastructure. The NGS (see section A.4) provides core resources and, through the GOSC (Grid Operations Support Centre, http://www.grid-support.ac.uk), core operational services in the UK for its e-Science programme. The NGS is also a federation of the European EGEE (Enabling Grids for E-sciencE, http://public.eu-egee.org) project, and so is connected to the largest multinational grid.
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Figure 1.  UK e-science common e-infrastructure
This e-infrastructure will be the foundation for information creation (e-research), data curation and discovery (digital libraries/data repositories and services that expose and virtualise these), and e-learning. The techniques of grid computing (security, authentication, authorisation for use of shared resources especially) are currently found in e-research, and primarily in e-science.

The most commonly expressed goal of these grid infrastructures is to underpin collaborative e-research. As the volume of digital data grows, so new research is increasingly dependent upon effective storage, management and retrieval methods and so there is increasing recognition of the need to develop links between virtual learning environments, digital libraries/data repositories, methods of data curation and grids. 

The application of Grid computing to digital libraries is being explored in three European projects:

· DILIGENT (http://www.diligentproject.org)

· DELOS (http://www.education-observatories.net/delos)

· GRACE (http://www.grace-ist.org)
The Digital Curation Centre (DCC, http://www.dcc.ac.uk) is also looking at grid technologies in the context of curation of digital material and repositories.

3.1.5.2 The JISC IE

The JISC IE (Information Environment, see http://www.jisc.ac.uk/index.cfm?name=ie_home) aims to be an environment that will enable convenient access to a comprehensive collection of scholarly and educational materials held at UK academic institutions.

The JISC IE also outlines a common e-infrastructure that will help facilitate learning, teaching research and administration (see figure. 2). This proposed architecture for integrating digital libraries/data repositories, portals, virtual learning environments (VLEs), shared services and other academic services must be considered in parallel with the UK e-science programme in the context of developments to the Go-Geo! service.
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Figure 2. JISC architecture for a common e-learning e-infrastructure (the JISC IE)
As interoperability in semantics and metadata progresses, so services in both the UK e-science programme and the JISC IE will be more easily accessible to a widening spectrum of academic (and perhaps non-academic) users, both from portals and GIS packages, and more importantly from a broadening spectrum of software services invoked by the users.  

3.1.5.3 SDIs

Developments to the Go-Geo! service should also take place in the context of SDIs (Spatial Data Infrastructures), defined as the ‘base collection of technologies, policies and institutional arrangements that facilitate the availability of and access to spatial data’. Significant resources are being channelled into SDI development at the global, regional (European) and national level.

Initiatives such as those developed by the GSDI (Global Spatial Data Infrastructure association, http://www.gsdi.org) are further accentuating the need for new capabilities in GI processing, as they are challenging the obstacles to crucial research and decision-making. 
As yet, there is no formal UK wide SDI, although key components are in place, e.g. the GIgateway service, (http://www.gigateway.org.uk). The UK academic SDI is effectively provided by JISC through the national Data Centres. The Data Centre at Edinburgh University, Edina, offers the Go-Geo!, Digimap, UKBORDERS and geoXwalk services, along with services from MIMAS, as a contribution to this academic SDI. See http://wwwlmu.jrc.it/Workshops/10ec-gis/presentations/23june_higgins.pdf.
3.2 Technical development

A number of technical issues need to be addressed in defining a roadmap to a grid-enabled next-generation Go-Geo! service. An initial first phase ‘architecture’ is defined in section 4, but first the major issues are described as a list of development tasks, outlining a very broad research agenda:

· Use cases.
· Strategies for enhanced management of authentication and authorisation and DRM. 

· Catalogue and registry services specifications.
· Interoperable ontology, semantics and metadata specifications in the GI domain.
· Grid-enabled geoprocessing services.
· Standardised data transfer.
· GI collaborative tools.
3.2.1 Use cases

A fuller assessment of the benefits of using grid technologies, derived from use cases, is needed. Initial developments might need to be technologically driven, for it can be argued that users of GIS are inevitably constrained in their expectations and imagination to some extent by the possibilities of routine commercial GIS applications. However, it is also good practice to engage end-users as early in developments as possible. The use cases need to be further explored and developed for these end-users. Furthermore, the fact that GI models are abstract requires that application domains be chosen before demonstrations can be developed.

3.2.2 Strategies for enhanced management of authentication and authorisation and DRM. 

Most current grid projects have defined relatively small, static and homogeneous VOs (Virtual Organisations). Currently, users act as members of one VO at a time. The enhanced Go-Geo! service will be invoked by many VOs, and different VOs will need to be authorised to access different GI datasets. Most current grid projects also do not require management of digital rights or checking of the provenance of data. In contrast, GI data providers typically not only deny open access, but also maintain rights over information derived from their data. This can include both authorisation to access the data, and subsequent provenance checking (in which derived data might have multiple sources, each claiming digital rights). This has implications for users wishing to access any derived datasets. 

Concern has been expressed as to the scalability of authentication with X.509 certificates (which are used in grids), and their vulnerability to security breaches in cases where, as with GI data, there are likely to be a large number of relatively inexperienced (in IT terms) users: care and responsible management of certificates is a pre-requisite. Further concerns about usability arise for communities who already have mechanisms for authentication and authorisation, such as Athens for UK academic users. A further issue arises in the planned developments for the use of Shibboleth. PERMIS and DYVOSE (see section A.1.1) add to this picture.

3.2.3 Catalogue and registry services specifications

Developments in metadata catalogues and service registries for both grid-enabled GI data and grid-based GI processing services are needed. A first step is to map the emerging OGC Catalogue Services Specification (see section 3.1.3.1) to registry developments in grid technology. An issue that could be looked at is if there is a need for an OGC Catalogue Services grid Application Profile. 

In the grid-enabled world, the SRB (Storage Resource Broker, see section A.1.2) incorporates a Z39.50 catalogue for replica files; the GRIMOIRES project (Grid Registry with Metadata Oriented Interface: Robustness, Efficiency, Security, http://www.omii.ac.uk/mp/ mp_grimoires.htm) is prominent in this area in the UK.

The OGC standards remain strongly influenced by commercial organisations. Whilst data conforming to these standards are abundant and vital, additional developments to ease the integration of data from environmental and geoscientific simulation models are needed.

3.2.4 Interoperable ontology, semantics and metadata specifications in the GI domain

Developments in ontology, semantics and metadata are needed for a wide range of application domains to support discovery of GI data and geocomputation services. These are underway in major initiatives such as the NERC DataGrid (http://ndg.badc.rl.ac.uk) and in the US-based GEON project. 

Of the various current geographical sciences grid projects (PRISM, GENIE and Earth System Grid, amongst others) that which is most relevant in this area is GEON (The Geosciences Network, http://www.geongrid.org). The lead organisation of the project, the San Diego Supercomputing Center, is in partnership with ESRI (producers of the dominant GIS package, ArcGIS). The project focuses on close collaboration between geoscientists and IT specialists to interlink databases, grid-enable applications, research semantic integration of GI data, and to construct logic-based formalisms to represent knowledge, enabling ontology mappings.
3.2.5 Grid-enabled geoprocessing services

Most geocomputation is performed in single-processor implementations of algorithms on the desktop or on local servers. Grids allow these services to be accessible remotely, diminishing the need for locally installed software. Furthermore these services could use high-performance computing (using many processors concurrently); this too is in the realms of research in the GI world, with few production uses yet.

LAITS (Laboratory of Advanced Information and Technology Standards, http://laits.gmu.edu) is working on a project to achieve the integration of grid technology with the OWS (OGC Web Services) specification.
High-level services for defining geoprocessing workflow are also needed. Workflow permits a user to define a sequence of processing steps and the data to be submitted to these; the workflow is then instantiated in one or more services. A range of generic methods is under development and investigation; in the near term extensions to the BPEL (Business Process Execution Language) standard are expected to be adopted in the UK e-Science programme. The OGC is also incorporating the BPEL standard into OWS. Further work is needed to identify extensions needed for the GI domain.

3.2.6 Standardised data transfer

GridFTP provides fast communication for sending files between sites. The GI standard, GML, is very verbose and passes all data within XML. De-facto standards are currently used in OGC-like services, with data being transferred in files in commonly used formats.

3.2.7 GI collaborative tools

A number of (non-GI) projects are extending grid computing to also support collaborative exploration and visualisation of research. Such collaborative tools are at best rare in the GI world, but would form a valuable part of the future architectures for GI processing and spatial decision support.
4.  Proposed first phase grid-enabled Go-Geo! service architecture

A first phase ‘roadmap’ of technical development of the Go-Geo! service functionality is outlined here. The aim of this phase would be to enable the retrieval and fusion of OGC-compliant datasets, using grid technologies.
This extended functionality will include (see figure 3):

· Publication of grid-enabled data services: Additional information, comprising metadata about grid-accessible GI data services, will be added to the service registry used by Go-Geo!    

· Discovery of GI datasets using the grid-enabled data services: The user will use the Go-Geo! discovery mechanism (possibly via a grid-enabled GI portlet, GI-P) and discover those GI datasets that are accessible across the grid.  

· Access and integration of the grid-enabled data services: extensions to the current architecture would comprise:

· Extensions to the Go-Geo! user interface, as required by the addition of the new grid-based functionality.

· GI Access and Integration Services (GI-AIS): these will allow users to integrate data retrieved from OGC-compliant GI data services.

· For each GI data service, a GI interface (GI-IF), defining an interface to an OGC-compliant service, possibly requiring authorisation.
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Figure 3. Phase 1 development architecture of the Go-Geo! service
The GI-AIS component comprises the core of the grid services added to the Go-Geo! service. It will receive requests from the search portlet GI-P. The GI-AIS component will pass these requests via a GI-IF on to one or more GI services, and cause the results to be processed. Each GI-IF will act as an interface to a single GI services system that will be used to fulfil requests. 

It is expected that the GI-AIS and GI-IF components will be based on OGSA-DAI specifications (see section A.1.2) with extensions specific to the OGC standard interfaces; the messages between the GI-IF and the GI service will conform to OGC specifications. By using (or at least interfacing to) OGSA-DAI, it will be possible to fuse data from both GIS and relational databases, for example census data and political boundary data. The GI-IF might be expected to transform OGC queries into SQL-style commands, or vice-versa, depending on the requirements and how far the OGSA-DAI specification is implemented in this proposed architecture.

Each GI-IF will also provide an interface to the GI-AIS component corresponding to that supported by its OGC-compliant service. The GI-IF will also provide authentication and authorisation services. The GI-IF will interrogate the certificate associated with each message it receives, and extract the user’s name. To determine the user’s rights, the GI-IF will either query a database that maps the user’s ‘grid name’ (the ‘DN’) to rights for that user, or access the rights via PERMIS (see section A.1.1). It might be that these rights could be set up from pre-existing rights mechanisms: for example it might be that an Athens user could obtain and install in a browser a UK e-science certificate, access an Athens-protected web server and thereby associate their certificate identity (the ‘DN’) with their Athens credentials, these being held in a manner subsequently accessible to the GI-IF. 

The GI-AIS component will incorporate an extendable number of services for geoprocessing. In this first phase of development, these will be exposed to the GI-P using WSDL and one of a number of predefined schemas. The GI-AIS component will be able to allow online, authorised access to GI datasets and allow multiple datasets to be integrated.

The GI-AIS component will offer derived GI datasets as ‘virtual services’. The GI-AIS component will incorporate code to enable integration of the data. Thus the GI-P need ‘know’ only about the supported schema of the services that the GI-AIS provides; the GI-AIS component will be hard-coded to obtain its inputs. Thus, if the service is one of overlay, and the two datasets are e.g. boundaries of Sites of Special Scientific Interest and of parishes, then the user makes a request to the GI-AIS component for data for the desired region of the UK, and it is the GI-AIS component that will interpret this as a requirement for two datasets and an overlay operation.

By also exposing the GI-AIS ‘side’ of the GI-P (it is this which acts as the entry point to the grid ‘world’ of certificate-based authorisation) as a web service, a desktop GIS will be able to interact with the GI-AIS component.

The development of grid-enabling the Go-Geo! service in this first phase can be summarised by this list of requirements:

· Identification of a number of fundamental GI datasets that are of widespread significance. Some data services may be open-access; most will require users to be authorised.  

· Definition or selection of a limited number of schemas to support both the selected GI data and the virtual datasets derived by the GI-AIS.  

· Development of (initially simple) value-adding integration services, to be hosted by the GI-AIS.

· Design and coding of the GI-AIS to coordinate requests to one or more GI-IFs in response to requests from the GI-P and to provide a limited (but extendable) number of geoprocessing operations.

· Development of GI-IFs for each selected GI data source, to translate the data into one of the selected schema.

· Creation of a VO whose members will be allowed to access the GI data. This entails routine negotiation with the NGS, and less routine negotiation with the data suppliers.

Phase 1 of grid-enabling the Go-Geo! service is intended to be a limited development to help to boot-strap wider activity in this domain, both in application community development and in GI technology development. For example, it is not expected that ontologies developed by the GEON project, or common schemas developed by the NERC DataGrid project will feature. Integration with the latter, and with other legacy environmental datasets, would be a very attractive proposition in a subsequent phase of development of the Go-Geo! service.

The user will be able to interrogate OGC services via the grid, and build queries that are communicated via the grid services to the OGC services; thus some knowledge of the GI data service will be required by the user. In subsequent phases, as common ontologies are developed the extent to which this knowledge of particular services remains required will diminish.

5. Conclusions
Geographical data are vital across many research and public service communities.  Empowering such communities is a matter of increasing urgency as the implications of, for example, climate change emerge and as new technologies offer data for socio-environmental research and planning.

Using grid-based technologies to access these data is now increasingly viable, as initiatives that began in e-science are recognised to have potential across domains much broader than those of the ‘big sciences’ – physics, astronomy and genetics – that spurred the creation of early grid prototypes.

This report has outlined the current, fast-changing status of grid computing – the infrastructure on which a new generation of collaborative, often compute-intensive and data- intensive research will be based. Given the need for easy and efficient access to the many GI datasets that exist in governmental and academic institutions, grid computing is therefore the natural foundation for establishing new capabilities for the creation and use of GI data in research and public service.

Whilst major initiatives, some in research, some social and organisational, and some simply of software development are all needed to build the road to the geospatial infrastructure that is called for, it is possible to identify relatively limited developments to establish a capability in the near term. This could stimulate the needed strategic longer-term developments as well as providing some new capabilities in the short term.

A first phase of extension to the Go-Geo! service is proposed in this report, in which GI datasets are made accessible using the infrastructure provided by the NGS. Services of data access and integration and exposing derived data as ‘virtual datasets’ are proposed. The major short-term challenge is to bridge the proposed NGS services with the authentication and authorisation of Athens in the near term. 

Annex A. Grid computing; an overview of the current status of grid technology

The NGS and the EU-funded EGEE project are currently, for the UK, the major initiatives to establish national, regional and international grid infrastructures. These infrastructures include operations (training, help-desk services and sites running the necessary core services), and are built upon the existing academic network infrastructures (such as JANET and GÉANT, the main European multi-gigabit computer network for research and education). Engineering activities in both NGS and EGEE are currently seeking to determine the middleware that can provide the usability and resilience that are needed. The NGS is intended to become the UK incarnation of EGEE; it is also possible that the NGS will run some different middleware but be interoperable with EGEE.

A.1 Grid concepts

Concepts common to grids, including EGEE and the NGS, include:

· Authentication, authorisation and the ‘virtual organisation’ (VO).

· Shared access to computation platforms and data.

· Portals.

· Efficient data transfer.

A.1.1 Authentication, authorisation and the ‘virtual organisation’

authentication and authorisation are fundamental challenges in grid computing. Resources (e.g. processors, databases etc) exist in different organisations and grid computing allows these to cooperate as a ‘virtual computer’ without loss of local control. Users may access many resources, but to make this viable they need to sign on to a ‘grid’ only once in each session, not for each resource. Although alternatives do exist, in general and in the UK especially this is typically accomplished by use of X.509 certificates, issued by recognised national certification authorities (CAs, see http://ca.grid-support.ac.uk). The certificate includes information to identify the user, encryption keys to allow secure communication of identity across the Internet between computers, and a digital signature from the issuing CA. 

The Globus Toolkit software developed by the Globus team (http://www.globus.org) underpins many current grids, including the NGS and EGEE. Using an issued certificate (or more precisely, a short-lived proxy certificate derived from the user’s certificate), Globus authenticates the user, protects the integrity of messages, and provides a mechanism for ‘virtual organisations’ (VOs) to establish authorisation for the user on each resource. 

A VO comprises people from multiple geographically and administratively distinct organisations, and is a central concept in the authorisation of users to access grid-based resources (the certificate identifies the user to the resource, but authorisation allows or denies an action requested by the user). From the viewpoint of the user, who is a member of a VO, the distributed resources available to the VO form one ‘virtual computer’. From the viewpoint of the resource provider, control is maintained over the resource, but trust is delegated to the VO. The VO management services map the ‘grid identity’ of a user, held in the X.509 certificate, to a locally created account.

Users belong to one or more VOs; sites providing services open these services to VOs. Both the NGS and EGEE had homogeneous VOs in autumn 2004. All members of these VOs have equal access to all resources made available to a particular VO. This has been sufficient for early e-science VOs, in which data and services can be uniformly made available to the whole VO.  Extensions are en-route to support multiple roles in a VO; thus some VO members can see different datasets, or only some have write access to some databases.

The aim of the PERMIS project (http://www.permis.org) is to set up and to demonstrate an infrastructure able to solve authentication and authorisation issues, letting each attribute owner or manager directly certify the attributes of individuals. Personal identity information is certified by a Public Key Infrastructure CA and all other information is provided and certified by the ‘direct’ owner (or manager) of the attribute information (i.e. the university for a registered student, a medical or engineering association for professionals, etc). From a technical point of view, ‘matching’ codes and procedures are available in order to link the identity certificate to all the other attributes available on the Internet.
PERMIS allows the separation of authentication and authorisation, and the assignment of multiple roles to an individual, by multiple organisations. The Global Grid Forum (GGF, http://www.gridforum.org) has developed generic approaches to using PERMIS (this functionality has been part of the Globus Toolkit since release 3.3). PERMIS rules can also be defined to authorise the use of methods within a service.
The DyVOSE project (http://www.jisc.ac.uk/index.cfm?name=project_dyvose) is a 2 year project funded by JISC investigating the roll-out of advanced authorisation infrastructures. The focus of the work is on teaching grid computing in a secure environment. Advanced MSc students at Glasgow and EGEE trainees at Edinburgh will be issued with Attribute Certificates which themselves are associated with security policies defining the privileges of students/trainees. This work has already demonstrated the efficacy of technologies such as PERMIS for establishment of static privilege management infrastructures. The second phase of the work will focus upon dynamic delegation of trust using extensions to the PERMIS toolset and close coupling with the Shibboleth toolset. This will allow arbitrary sites to negotiate appropriate security policies which can subsequently be enforced at local levels – this underlies a basic necessity in establishing VOs dynamically.

A.1.2 Shared access to computation platforms and data

Typically, shared computation comprises batch-oriented job submission to:

· Sites with Condor (http://www.cs.wisc.edu/condor) pools (or similar). Many organisations have local area networks with processors that are unused overnight, or at the weekend. Condor allows these processors to be treated as a batch computing resource: jobs are submitted to a queue and allocated to an inactive computer. Grid middleware permits many such pools of processors in different organisations to be perceived as one resource for the execution of batch processing.

· High performance computers (HPCs). These are not yet well-integrated into grid networks – the EU-funded project DEISA (http://www.deisa.org) seeks this. Currently users need both authentication to the grid and separate accounts on HPC machines.  Jobs can be entered in a batch queue of the HPC machine. Enhanced tools are needed to allow management and accounting (e.g. by the HPC managers) for use of the resource.

Grids also allow data held in different organisations to be shared and accessed in a manner where authorisation and authentication are supported by the middleware. The following methods are used:

· File oriented. This is epitomised by the San Diego Supercomputing Center’s Storage Resource Broker (SRB), and the EGEE project.  The former allows access to files via APIs that make remote files ‘look’ like UNIX files. Both allow data files to be replicated, to provide resilience against failure, to share the load of serving data, and to diminish the need for transmission of files across the internet.

· Databases. OGSA-DAI (http://www.ogsadai.org.uk) allows multiple databases to be accessed from grid services, with authorisation controlled by files that map the user’s grid identifier (in their proxy certificate) to a set of rules or privileges determining their rights at a particular data source. OGSA-DAI aims to be a reference implementation of the Database Access and Integration Services (DAIS) specifications, however it has extra functionality. 

The terms ‘data grid’, ‘computing grid’ and ‘service grid’ are sometimes used to describe the grid architecture depending on the context and the focus of a grid user or client.

A.1.3 Portals

The strength of a portal is that users can log on to the portal from any browser or other device (a mobile phone for example) and so gain easy access to services secured by the grid middleware. Credentials for authentication (usually X.509 certificates in the UK) are held in a ‘MyProxy’ server, and this can be accessed by the portal. An example of a portal giving access to a grid is the NGS portal (see section A.4). 

A.1.4 Efficient data transfer

GridFTP allows the efficient transmission of data with multiple concurrent channels supporting high effective bandwidths.

A.2 Grid middleware and standards
The development of grid middleware is characterised by a widespread commitment to international cooperation, evident in:

· Public domain software. Most grid middleware comprises open source software. GIS packages are primarily commercial. Licensing issues have yet to be resolved, in general, for circumstances in which commercial software is wrapped as services that offer geocomputation – in general the user needs a licence. There is thus incentive for the academic community to accelerate the efforts of the minority who seek to establish public domain, open source geoprocessing software. Another alternative is for commercial organisations to set up web processing services which users pay to use i.e. subscription web services. 

· Community commitment to standards, from both academia and commerce. This is accentuated by initiatives to converge web services and grid computing, specifically OGSI (Open Grid Services Infrastructure) and WSRF (Web Services Resource Framework, http://www.globus.org/wsrf/) convergence. This is now leading towards the service orientation of grid middleware, and to web services gaining enhanced and additional standards covering security, service creation and destruction, and notification of and maintenance of state. The Open Grid Service Architecture (OGSA), of which OGSI is the base component, is currently in place as a proposed architecture for service-oriented grids, although refocusing of OGSA into the several standards within WSRF remains ongoing. This refocusing has led to a hiatus in development in which middleware developers are faced with a dilemma – to use ‘basic’ web services, as in the WS-I set of standards (Web Services Interoperability, http://www.ws-i.org) or to attempt to anticipate the emerging standards beyond WS-I. The UK e-science programme has responded by proposing WS-I+, comprising the standards within WS-I augmented by stable, if not yet finalised, standards for scientific workflows and messaging. WS-I+ adds minimum additional capabilities to WS-I to allow development of Grid Services.

Standards are necessarily slow to evolve as they need to reflect early experience, but now the desire to develop enhanced grids is obstructed by the lack of standards. Meanwhile, several middleware developments are gaining widespread use as interim ad-hoc standards (Globus and perhaps SRB amongst these).  

A.3 Grid-enabled GIS

Some major trends that make the creation of grid-enabled geographical services timely include:

· The move to production grids.  There have been many grid demonstrators: whilst it remains the case that many application communities (users of GI data prominent amongst them) do not yet use grids, there is now sufficient experience that more user-friendly, reliable, sustainable grids are being established.

· The enthusiasm for widespread use of grids. Grids developed initially in the ‘big science’ domains of physics and astronomy and then genetic science; a prominent goal of EGEE is to establish procedures to allow many other research communities to use the EGEE infrastructure. Beyond research, grids are beginning to contribute to the public sector (in medicine for example) and to commerce (in engineering). As middleware supports different characteristics of applications and of user communities, so these wider uses will be established. Indeed, if this did not happen, grid computing would be viewed as a major funding failure.

A.4 The National Grid Service

The NGS is the core UK grid, intended for the production use of computational and data grid resources. The NGS began a live service in October 2004, and has a growing number of users, compute nodes and storage nodes. The current set of middleware tools it uses comprises, primarily:

· Globus GT2 for job submission. GT2 is the middleware used by most production grids at present.

· An information service to allow users to discover metadata about resources e.g. computers on the grid.

· OGSA-DAI to allow databases to be federated.

· SRB to allow files to be held and be accessible from all compute nodes.

There is also an Oracle database to support both the grid service and users’ applications.
The NGS portal (http://portal.ngs.ac.uk/chef/portal/) is based on the CHEF software developed as part of the SAKAI project (http://www.sakaiproject.org) and is available for job submission (using GT2), and for interrogating the NGS information service. It also supports communication between collaborators, e.g. by using chat software.

Around the end of Q1 2005 decisions will be taken as to the middleware to be used to establish a WS-based NGS service. This might lead to a single software stack being used, or might lead to the concurrent support of different options. The OMII software (http://www.omii.ac.uk), the WSRF-based Globus GT4, and the EGEE gLite middleware are prominent amongst the options being considered.

As mentioned above, the NGS is the natural platform from which to serve GI data to the academic community, with value-adding services of computation and data storage, and in time, collaboration. A grid-enabled Go-Geo! may provide an entry point for the discovery and access of GI datasets held on the NGS.
The NGS, in common with other grids seeking to establish interoperable production quality services, uses X.509 certification.  The dominant model for authorisation is that of the VO, but other options are being explored. 
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� GIgateway is the current name for what was originally called National Geographic Data Framework. It seeks to address similar barriers to the discovery and use of geo-spatial data resources that exist at a national level in the UK. It is a loose consortium of organisations taken from a diverse background and includes central and government and private organisations. The GIgateway service is operated by the Association for Geographic Information (AGI) on behalf of the Government. The  metadata catalogues making up the GIgateway network are operated by individual organisations and professional bodies. 





� AGI are the Association for Geographic Information who operate GIgateway, a national geospatial metadata service, on behalf of the UK Government.





� Records from UKDA are not yet accessible through Go-Geo! due to technical problems with the UKDA metadata service.
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